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Capabilities

“The Robots Are Coming” (Jan, 2022) “The Robots Are Here” (Jul, 2023)

Early models were already very good at code generation and code 
solving tasks. Newer models are even better. Modern GenAI, like 
ChatGPT, can also explain code, fix bugs, solve Parsons problems, 
and more.



Capabilities

Generative AI coding tools that can suggest code as the user types.

The suggested code 
is often very good, 
but it can also be 
nothing like what I 
want.



Overview

So, how are students using LLMs to learn? 

We’re going to hit the highlights of two recent publications:

Self-Regulation, Self-Efficacy, and Fear of Failure Interactions with 
How Novices Use LLMs to Solve Programming Problems. In 
Proceedings of the 2024 on Innovation and Technology in Computer 
Science Education V. 1 (ITiCSE 2024). Association for Computing 
Machinery, New York, NY, USA, 276–282.

The Widening Gap: The Benefits and Harms of Generative AI for Novice 
Programmers. In Proceedings of the 2024 ACM Conference on 
International Computing Education Research - Volume 1 (ICER '24), Vol. 
1. Association for Computing Machinery, New York, NY, USA, 469–486.



What does student over-reliance look like?

Self-Regulation, Self-Efficacy, and Fear of Failure Interactions with 
How Novices Use LLMs to Solve Programming Problems. In 
Proceedings of the 2024 on Innovation and Technology in Computer 
Science Education V. 1 (ITiCSE 2024). Association for Computing 
Machinery, New York, NY, USA, 276–282.

We tracked student usage of generative AI over the course of a 
semester of introductory programming. We found that:

1. Students who used AI earlier in the problem-solving process 
also tended to use AI more consistently over the six 
assignments.

2. AI usage is related to self-efficacy:
a. Students who used AI more and earlier had lower 

self-efficacy 
b. Students who used AI less and later had higher self-efficacy

3. Students who use AI later or less also had higher grades.



What does student over-reliance look like?

The Widening Gap: The Benefits and Harms of Generative AI for Novice 
Programmers. In Proceedings of the 2024 ACM Conference on 
International Computing Education Research - Volume 1 (ICER '24), Vol. 
1. Association for Computing Machinery, New York, NY, USA, 469–486.

We ran a lab study observing introductory programming students 
solving a programming problem using generative AI. We used the 
framework of metacognition to gauge how much and what kind of 
difficulties students encountered.  We found:

1. About ½ of students displayed no metacognitive difficulties. 
Some within that group were able to use GenAI to accelerate to 
a solution, much faster than normal. Interestingly, these had 
higher self-efficacy.

2. About ½ of students struggled. Often GenAI got in their way, 
distracted them, led them astray, and left them with an illusion 
of competence. These had lower self-efficacy.

A paper at SIGCSE 2025 showed a similar pattern for upper-level CS 
majors in a Software Engineering course.



A human-centered approach to AI

Clearly, AI isn’t working optimally for humans. What would 
human-centered AI look like?

Ben Shneiderman (2020) proposes this framework:

1. Design for high levels of human control and high levels of 
computer automation so as to increase human performance

2. Understand the situations in which full human control or full 
computer control are necessary

3. Avoid the dangers of excessive human control or excessive 
computer control

This seems more like a systems design approach and doesn’t speak of 
fostering learning or creativity. “Human performance” might be higher 
scores on exams or might mean something entirely different when 
considering ideas like “productive failure.”



A human-centered approach to AI

Capel and Brereton (CHI 2023):
“Human-Centered Artificial Intelligence utilizes data to empower 
and enable its human users, while revealing its underlying values, 
biases, limitations, and the ethics of its data gathering and 
algorithms to foster ethical, interactive, and contestable use.”

Enabling human use is vague and may not always be useful in an 
education context. 
Revealing underlying values, biases, limitations, and ethics (though 
good!) could be distracting from learning the basics of computing. 
While it should do these things, perhaps it shouldn’t always do these 
things?

There are several others. These all seem to fall short of the specific 
needs of human-centered design for computing education.



A human-centered approach to AI

So, what do we want AI to do in computing education?

A human-centered AI framework in CS education should…

1. Support and augment human cognition, rather than replace it.
2. Consciously mitigate risks like over-reliance and the abdication 

of critical thought.
3. Encourage active construction of knowledge through 

experimentation, hypothesis testing, and iterative feedback 
loops.

4. Stimulate student inquiry and exploration rather than providing 
immediate answers.

5. Invite ethical reflection as concepts naturally surface in the 
curriculum.

So, what does this look like? Unclear, but I have some ideas…



Explaining Code: Explain in Plain English

Using LLMs to power “Explain in Plain English” questions.



Prompting: Prompt Problems

Prompt Problems present a problem visually and ask the learner to 
write a prompt that could generate code that could solve the problem 
depicted.

Very recent work shows it’s 
possible to do this in most 
languages!



Negative Expertise: Autosuggestions Quiz

Students are presented with a programming problem and must 
evaluate autogenerated suggestions one line at a time. At each line, 
they have to choose between a correct one and two distractors.

Building “Negative Expertise” 
means learning to evaluate 
when an autogenerated inline 
code suggestion is not useful 
(i.e. won’t lead down the path 
of a correct program).



Questions?
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Thank you

Picture generated by Midjourney

Thanks to Google for 
funding this work via 

a generous grant!


