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Problem

• Creating test suites can be time consuming and complex


• Influences the adoption of autograding systems



Problem Statement Reference Solution

Test Suite

?



Experiment

• 26 problems


• Write a full program


• Implement a function


• CS1 course


• Over 25,000 compiling student solutions in the C Language


• "gpt-4-0125-preview" LLM



Objective

• How well do LLMs identify valid solutions?


• How comprehensive are the LLM test suites?


• Can they help us make the problem statement better?





Here is a step-by-step guide that you should follow to answer me.

You are going to receive a programming problem description along with its optimal solution and any extra code required to 
solve the problem. You are required to respond with a detailed problem statement based on the provided description, solution, 
and extra code if any. The detailed problem statement must only have the following 5 sections: The problem scenario, the 
problem inputs, the problem outputs, an example, and a limits section that contains any memory limits, time limits, or code 
complexity limits that are defined in the problem description or can be inferred from the optimal solution. If you cannot generate 
an example, just fill the Example section with "None". If there are no limits defined in the problem description and you could not 
infer the limits from the optimal solution, just fill the section with "Not Available".

After you provide the detailed problem statement, please reflect on it to make sure the sections in it correctly represent the 
problem. If there are any mistakes, point them out.

After you finish the reflection, please take into account the feedback from the reflection, and fix any issues in the detailed 
problem statement that you generated.

Finally, use the following format to print the final improved detailed problem statement. If the feedback did not improve the 
detailed problem statement, print the detailed problem statement anyway.

Here is the format:

Print a native JSON object that only contains the following keys: "scenario", "inputs", "outputs", "example", "limits". The value of 
each key must be a string that corresponds to the appropriate value from the detailed problem statement. The JSON object must 
not have any comments in it.





Here is a step-by-step guide that you should follow to answer me.

You are going to receive a programming problem description. The problem description begins with the Scenario Section that 
describes the problem, it is then followed by the Input Format Section that describes the input of the problem, then by the Output 
Format Section that describes the output of the problem, then by an optional Example Section that may have an example, and 
then by an optional Limits Section that describes the problem's memory limits, time limits, and code complexity limits if any, then 
by the Optimal Solution Section which contains the problem's optimal solution, and finally by an an optional Extra Code Section 
that contains any extra code that is required to test the problem's solution. You are required to respond with the description of 
edge cases that test the problem based on its input limits and constraints that are present in the Input Format and the Limits 
Sections. With each edge case description, generate a plain text example for that edge case.

After you generate the edge cases, please reflect on them to make sure they cover all edge cases, and double check that each 
plain text example actually conforms to its edge case description. If there are any mistakes, point them out.

After you finish the reflection, please take into account the feedback from the reflection, and fix any issues in the edge cases or 
their plain text examples.

Finally, provide me with Python3 code that generates a file called "test_cases.json" that contains native JSON output that includes 
all the improved edge cases in addition to another 100 completely random test cases, if possible. The input of the test cases the 
code will generate must follow the format defined in the Input Format Section and as can be inferred from the optimal solution. 
Separate the inputs of the same case with new lines or spaces as appropriate, do not use commas or other characters unless it is 
described in the Input Section Format as part of the input. The inputs should also be within any limits defined in the Input Format 
Section in the problem description. The native JSON must start with an array at the root that contains the cases. Each case has 
only one key: \"input\" which is a string that contains all the input. The code should not include the output of the case in the JSON. 
Attempt to run the code to make sure it has no errors. If you find any errors, fix them and provide the final working code.





Results Highlight

• 86.7% matching grades


• 4.7% mismatches because of LLM mistakes


• 4.7% mismatches because of instructor mistakes


• 3.9% mismatches not caused by either



Solution Validity Criteria

LLM Test Suite Instructor Test Suite Validity

1 1 Valid

1 0 Mismatch: Check solution manually

0 1 Mismatch: Check solution manually

0 0 Invalid



Results: Identifying Valid Solutions

• 100% of the valid solutions identified by instructor test suites


• 92.8% of the valid solutions identified by LLM test suites



Results: How comprehensive are LLM‐generated test suites?

• Instructor test suites failed to identify 14.6% of the invalid solutions


• LLM test suites failed to identify only 0.2% of the invalid solutions



Results: How comprehensive are LLM‐generated test suites?
LLM Mistakes

• Bad coverage


• Solution‐specific failures


• Test structure



Results: How comprehensive are LLM‐generated test suites?
Instructor Mistakes

• Missing edge‐cases


• Failure to vary the inputs


• Not detecting wrong data types or bad array sizes


• Defining very large strings and only using parts of them


• Not enough random tests



Results: What types of ambiguities can LLM‐generated test suites 
help uncover in problem statements?

• No explicit mention of input limits


• No instructions on how to handle negative outcomes



How can we make use of this?

• It lowers the barriers associated with creating comprehensive test suites


• Reduce instructor workload 


• But 

• Human review and iterative refinement of AI‐generated outputs is required



Conclusion

• LLM test suites:


• Can identify valid solutions with high accuracy


• Are at least as comprehensive as the instructor test suites, often times 
better


• Help highlight ambiguities in problem statements



Questions

https://onlinelibrary.wiley.com/doi/abs/10.1111/jcal.13100


https://github.com/umar221b/autograder_llm_test_generator

https://onlinelibrary.wiley.com/doi/abs/10.1111/jcal.13100
https://github.com/umar221b/autograder_llm_test_generator

